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•  Shape matching 
•  Fourier Descriptors (FDs) 
•  Matching by Correlating FDs 
•  Traffic Sign Recognition
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Shape Matching 

In real world scenarios we have two problems:

1. Acquire a segmentation of the shapes

2. Match shapes based on this segmentation

We will only address the second part here. 
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Shape Matching 
• Region based approaches

– Capturing information inside the boundary

• Contour based approaches
– Capturing information regarding the boundary 

only
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Shape Matching 
• Contour based approaches

– E.g. Fourier Descriptors (p. 818 - 821)
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Fourier Descriptors

• Apply the Fourier transform to a 
periodic 1D parameterization of the 
contour.

• Results in a shape descriptor in the 
frequency domain.

Granlund,G.H.: Fourier Preprocessing for Hand Print Character Recognition. 
IEEE Trans. on Computers C–21(2)(1972)195–201 

Zahn, C.T and Roskies, R.Z.: Generic Fourier Descriptor for Shape Based 
Image Retrieval. IEEE Trans. on Computers C–21(2)(1972)269–281
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Shape Signature
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Figure 4.1: Illustration of a grid based method for describing shape. The grid is
transformed into a vector and each tile is marked with hit=1, if any part of the
tile touching or within the boundary, or miss=0.

basically transform the contour into a one dimensional parameterization of the
signature. This can be done by using di�erent scalar valued functions, for example
using the distance to the centre of gravity as a function of distance traveled along
the contour, see Fig. 4.2. Shape signatures provide a periodic representation of
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Figure 4.2: Illustration of a shape signature based on distance to the center of
gravity.

the shape. It it thus a natural step to apply the Fourier transform to this periodic
signal and this is exactly what is done in order to obtain Fourier Descriptors
(FDs) [16, 42]. FDs use the Fourier coe⇥cients of the 1D Fourier transform of

• Distance to the centroid
• Tangent direction
• Complex valued
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Fourier Descriptors

• Given a contour c(l) the n:th FD 
coefficient is given according to:

Match shapes by estimating distance between vectors
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Reasons for popularity 

• Good matching performance

• Easy to implement

• Easy to interpret
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Easy to Interpret
• Low frequency components contain 

information about the general shape of a 
contour

• High frequency components contain 
information about the fine details of a 
contour
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Easy to Interpret
2 3 4 5 6 8 10

12 14 16 32 64 128 256

Figure 1: Reconstruction of a detail from a Swedish pedestrian crossing sign using
increasing number (shown above respective contour) of Fourier coefficients.
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Reasons for popularity 

• Good matching performance

• Easy to implement

• Easy to interpret

• Easy to achieve invariance to common 
transformations
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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Translation affects only the dc-component. 
Set dc = 0 to achieve translation invariance
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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Computer Vision Laboratory

FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.

Scaling affects the magnitude of each FD-coefficient.
Normalize the signal energy to be invariant to scale.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.

Rotation affects the phase of each FD-coefficient.
Only look at magnitudes to be invariant to rotation.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.

Index-shift affects the phase of each FD-coefficient.
Only look at magnitudes to be invariant to index-shift.
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.

• Translation affects the dc-
component only

➡ Remove the dc-component

➡Use only the magnitude of each 
FD-coefficient

➡Normalize with the (remaining) 
signal energy

• Scaling affects the 
magnitude

• Rotation and index-shift 
affects the phase of each 
coefficients
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FD Invariances

• Invariance to translation, scale, rotation 
and index-shift can be obtained easily.

• Translation affects the dc-
component only

➡ Remove the dc-component

➡Use only the magnitude of each 
FD-coefficient

➡Normalize with the (remaining) 
signal energy

• Scaling affects the 
magnitude

• Rotation and index-shift 
affects the phase of each 
coefficients

Traditional way. This work for some applications, but...
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The phase is important

Figure 2: All three contours have the same magnitude in each Fourier coefficient and
the only difference is contained in the phase. A magnitude based matching scheme
would return a perfect match between all of them.
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Assume that c2 is a shifted and rotated version of c1.

Then the cross correlation r12 is given as:

Computer Vision Laboratory

r12 = F�1{ ¯C1 · C2}
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Correlation Based Matching

c2 = exp(i�)c1(l +�l)
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Correlation Based Matching
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Correlation Based Matching

kc1 � T c2k2 = kc1k2 + kT c2k2 � 2(c1 ? T c2)(0)
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Correlation Based Matching

min

T
kc1 � T c2k2 ⇡ 2� 2 max

l
|r12(l)|

Remove dc-component and normalize with respect to 
(remaining) energy. Keep the phase. Then 

Rotation independent matching

Rotation dependent matching
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Summary FD
• Apply the Fourier transform to a periodic 1D 
parameterization of the contour.

• Normalize with respect to translation
• Normalize with respect to scale
• KEEP THE PHASE!
• Apply the correlation based matching cost

• abs-value for rotation independent matching
• real-value for rotation dependent matching
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Traffic Sign Recognition

Single contours are not that interesting in real world 
applications.

Combine multiple contours and spatial constraints in order 
to do something interesting.
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Sign Models

Fig. 3. Extracted local features (green contours) and corresponding
vectors (red arrows) pointing towards the center of the traffic sign.

vk is simply the vector from the center of the local feature
to the center of the object, see Fig. 3. This can be seen
as a simple implicit star-shaped object model [14] where
each local feature is connected to the center of the object.
The combination of FDs and corresponding spatial vectors
gives the final traffic sign prototype as

P = {(Ck,vk)} k = 1..K (11)

where K is the total number of contours for the prototype.

D. Matching Sign Prototypes

From a query image J contours qj are extracted, see
Fig. 1 left, and represented by their FDs Qj . For each
sign prototype, all prototype contours Ck are compared
to all extracted contours Qj using (8):

ejk = 2� 2max
l

Re{F�1{Q̄j ·Ck}(l)} . (12)

This results in the binary matrix M = (m)jk of matched
contours, see Fig. 1 left, with

mjk =

�
1 ejk ⇤ �k
0 ejk > �k

(13)

where �k is a manually selected threshold for each pro-
totype contour k.

The next step is to verify which combinations of
matched contours Qj fit to the spatial configuration of
the sign prototype. This is done by a cascaded matching
scheme. For each individual match mjk, we obtain by
means of (10) parameters sk and tk and compute an
estimate v⇥

jk = sjkvk + tjk.
The vector v⇥

j1 defines a hypothesized prototype center.
We then go through all prototype contours k = 2 . . .K
and verify for all mik ⌅= 0, i ⌅= j, that sik/sj1 is
sufficiently close to 1 and that v⇥

ik is sufficiently close
to the hypothesized prototype center. These contours are
consistent with respect to scale and location and if only
if sufficiently many contours are consistent, a detection
of the corresponding sign is flagged, see Fig. 1 right.

E. Dataset

A dataset has been created by recording sequences from
over 350 km of Swedish highways and city roads. A 1.3
mega-pixel color camera, a Point-Grey Chameleon, was
placed inside a car on the dashboard looking out of the
front window. The camera was pointing slightly to the
right, in order to cover as many relevant signs as possible.

(a) (b) (c) (d) (e) (f) (g)

(A) (B) (C) (D) (E) (F) (G)
Fig. 4. First row: Synthetic signs used to create models. Second row:
Corresponding real world examples.

The lens had a focal length of 6.5mm, resulting in approx-
imately 41 degrees field of view. Typical speed signs on
motorways are about 90 cm wide, which corresponds to
a size of about 50 pixel if they are to be detected at a
distance of about 30 m.

A human operator started the recording whenever a
traffic sign was visible and stopped the recording when
no more signs were visible. In total, in over 20 000
frames have been recorded of which every fifth frame has
been manually labeled. The label for each sign contains
sign type (pedestrian crossing, designated lane right, no
standing or parking, priority road, give way, 50 kph, or 30
kph), visibility status (occluded, blurred, or visible) and
road status (whether the signs is on the road being traveled
or on a side road). The entire database including ground
truth is available on https://www.cvl.isy.liu.se/research/
traffic-signs-dataset.

III. EXPERIMENTS

Synthetic images of Swedish road signs, see bottom
row of Fig. 4, were used for creating models according
to the methodology described in Sec. II-C. The sign
models were then matched against real images from two
datasets. The first dataset, denoted Manually ROIs dataset,
is the one used in [5] which is using patches from
bounding boxes of 200x200 pixels, see Fig. 4. The second
evaluation was done on the the newly collected dataset,
denoted Summer dataset, see Sec. II-E. All processing is
done frame wise not using temporal clues.

Note that the evaluation was done using grey scale
images and do not use the distinct colors of the signs as a
descriptor. The images used correspond to the red channel
of a normal color camera. This is easily achieved by
placing a red-pass filter in front of an ordinary monochro-
matic camera. Using normal grey-scale conversion would
be problematic since some of the signs are isoluminant,
e.g. sign (c) in Fig. 4. The reason for not using colors is
that color cameras have lower frame rates given a fixed
bandwidth and resolution. High frame rates are crucial
for cameras to be used within the automotive industry.
Higher frame rates mean for example higher accuracy
when estimating the velocity of approaching cars.

A. Results Manually ROIs dataset
The first dataset is used in order to compare to

the reported results in [5] and contains 316 regions-of-
interests (ROIs) of 200x200 pixels, see Fig. 4. The ROIs
were manually extracted around 216 signs and 100 non-
signs. The result is summarized in table I. This dataset

Individual contours described as FDs
Spatial relationship described by voting vectors
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Sign Models

Fig. 3. Extracted local features (green contours) and corresponding
vectors (red arrows) pointing towards the center of the traffic sign.

vk is simply the vector from the center of the local feature
to the center of the object, see Fig. 3. This can be seen
as a simple implicit star-shaped object model [14] where
each local feature is connected to the center of the object.
The combination of FDs and corresponding spatial vectors
gives the final traffic sign prototype as

P = {(Ck,vk)} k = 1..K (11)

where K is the total number of contours for the prototype.

D. Matching Sign Prototypes

From a query image J contours qj are extracted, see
Fig. 1 left, and represented by their FDs Qj . For each
sign prototype, all prototype contours Ck are compared
to all extracted contours Qj using (8):

ejk = 2� 2max
l

Re{F�1{Q̄j ·Ck}(l)} . (12)

This results in the binary matrix M = (m)jk of matched
contours, see Fig. 1 left, with

mjk =
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0 ejk > �k

(13)

where �k is a manually selected threshold for each pro-
totype contour k.

The next step is to verify which combinations of
matched contours Qj fit to the spatial configuration of
the sign prototype. This is done by a cascaded matching
scheme. For each individual match mjk, we obtain by
means of (10) parameters sk and tk and compute an
estimate v⇥

jk = sjkvk + tjk.
The vector v⇥

j1 defines a hypothesized prototype center.
We then go through all prototype contours k = 2 . . .K
and verify for all mik ⌅= 0, i ⌅= j, that sik/sj1 is
sufficiently close to 1 and that v⇥

ik is sufficiently close
to the hypothesized prototype center. These contours are
consistent with respect to scale and location and if only
if sufficiently many contours are consistent, a detection
of the corresponding sign is flagged, see Fig. 1 right.

E. Dataset

A dataset has been created by recording sequences from
over 350 km of Swedish highways and city roads. A 1.3
mega-pixel color camera, a Point-Grey Chameleon, was
placed inside a car on the dashboard looking out of the
front window. The camera was pointing slightly to the
right, in order to cover as many relevant signs as possible.
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Fig. 4. First row: Synthetic signs used to create models. Second row:
Corresponding real world examples.

The lens had a focal length of 6.5mm, resulting in approx-
imately 41 degrees field of view. Typical speed signs on
motorways are about 90 cm wide, which corresponds to
a size of about 50 pixel if they are to be detected at a
distance of about 30 m.

A human operator started the recording whenever a
traffic sign was visible and stopped the recording when
no more signs were visible. In total, in over 20 000
frames have been recorded of which every fifth frame has
been manually labeled. The label for each sign contains
sign type (pedestrian crossing, designated lane right, no
standing or parking, priority road, give way, 50 kph, or 30
kph), visibility status (occluded, blurred, or visible) and
road status (whether the signs is on the road being traveled
or on a side road). The entire database including ground
truth is available on https://www.cvl.isy.liu.se/research/
traffic-signs-dataset.

III. EXPERIMENTS

Synthetic images of Swedish road signs, see bottom
row of Fig. 4, were used for creating models according
to the methodology described in Sec. II-C. The sign
models were then matched against real images from two
datasets. The first dataset, denoted Manually ROIs dataset,
is the one used in [5] which is using patches from
bounding boxes of 200x200 pixels, see Fig. 4. The second
evaluation was done on the the newly collected dataset,
denoted Summer dataset, see Sec. II-E. All processing is
done frame wise not using temporal clues.

Note that the evaluation was done using grey scale
images and do not use the distinct colors of the signs as a
descriptor. The images used correspond to the red channel
of a normal color camera. This is easily achieved by
placing a red-pass filter in front of an ordinary monochro-
matic camera. Using normal grey-scale conversion would
be problematic since some of the signs are isoluminant,
e.g. sign (c) in Fig. 4. The reason for not using colors is
that color cameras have lower frame rates given a fixed
bandwidth and resolution. High frame rates are crucial
for cameras to be used within the automotive industry.
Higher frame rates mean for example higher accuracy
when estimating the velocity of approaching cars.

A. Results Manually ROIs dataset
The first dataset is used in order to compare to

the reported results in [5] and contains 316 regions-of-
interests (ROIs) of 200x200 pixels, see Fig. 4. The ROIs
were manually extracted around 216 signs and 100 non-
signs. The result is summarized in table I. This dataset

It is also shown in [10] that considering the maximum of the real part instead
of the absolute value in (7), corresponds to not compensating for the rotation,
i.e. rotation variant matching is given according to

min
�l

⌅c�1 � c�2(�l)⌅2 = 2� 2max
l

Re{r12(l)} . (10)

2.3 Sign Prototypes

A tra⇤c sign prototype is created from a synthetic image of the tra⇤c sign,
see first row in Fig. 5. The synthetic image is low-pass filtered before local
contours are extracted using Maximally Stable Extremal Regions (MSER)[13].
Each extracted contour ck is described by its Fourier descriptor Ck.

In order to describe the spatial relationships between the local features an
extra component vk is added, creating a pair (Ck,vk) where the first component
captures the local geometry (contour) and the second component the global
geometry of the sign. This second component vk is simply the vector from the
center of the local feature to the center of the object, see Fig. 2. This can be
seen as a simple implicit star-shaped object model [11] where each local feature is
connected to the center of the object. The combination of FDs and corresponding
spatial vectors gives the final tra⇤c sign prototype as

P = {(Ck,vk)} k = 1..K (11)

where K is the total number of contours for the sign prototype.
These spatial components e�ectively removes the need for a region-of-interests

detector as a first step. Even though each Ck might give matches not corre-
sponding to the actual sign, it is seldom that multiple matches vote for the same
position if they not belong to the actual tra⇤c sign.

Fig. 2. Extracted local features (green contours) and corresponding vectors (red ar-
rows) pointing towards the center of the tra�c sign

Individual contours described as FDs
Spatial relationship described by voting vectors



Computer Vision Laboratory

Sign Models

Fig. 3. Extracted local features (green contours) and corresponding
vectors (red arrows) pointing towards the center of the traffic sign.

vk is simply the vector from the center of the local feature
to the center of the object, see Fig. 3. This can be seen
as a simple implicit star-shaped object model [14] where
each local feature is connected to the center of the object.
The combination of FDs and corresponding spatial vectors
gives the final traffic sign prototype as

P = {(Ck,vk)} k = 1..K (11)

where K is the total number of contours for the prototype.

D. Matching Sign Prototypes

From a query image J contours qj are extracted, see
Fig. 1 left, and represented by their FDs Qj . For each
sign prototype, all prototype contours Ck are compared
to all extracted contours Qj using (8):

ejk = 2� 2max
l

Re{F�1{Q̄j ·Ck}(l)} . (12)

This results in the binary matrix M = (m)jk of matched
contours, see Fig. 1 left, with

mjk =

�
1 ejk ⇤ �k
0 ejk > �k

(13)

where �k is a manually selected threshold for each pro-
totype contour k.

The next step is to verify which combinations of
matched contours Qj fit to the spatial configuration of
the sign prototype. This is done by a cascaded matching
scheme. For each individual match mjk, we obtain by
means of (10) parameters sk and tk and compute an
estimate v⇥

jk = sjkvk + tjk.
The vector v⇥

j1 defines a hypothesized prototype center.
We then go through all prototype contours k = 2 . . .K
and verify for all mik ⌅= 0, i ⌅= j, that sik/sj1 is
sufficiently close to 1 and that v⇥

ik is sufficiently close
to the hypothesized prototype center. These contours are
consistent with respect to scale and location and if only
if sufficiently many contours are consistent, a detection
of the corresponding sign is flagged, see Fig. 1 right.

E. Dataset

A dataset has been created by recording sequences from
over 350 km of Swedish highways and city roads. A 1.3
mega-pixel color camera, a Point-Grey Chameleon, was
placed inside a car on the dashboard looking out of the
front window. The camera was pointing slightly to the
right, in order to cover as many relevant signs as possible.

(a) (b) (c) (d) (e) (f) (g)

(A) (B) (C) (D) (E) (F) (G)
Fig. 4. First row: Synthetic signs used to create models. Second row:
Corresponding real world examples.

The lens had a focal length of 6.5mm, resulting in approx-
imately 41 degrees field of view. Typical speed signs on
motorways are about 90 cm wide, which corresponds to
a size of about 50 pixel if they are to be detected at a
distance of about 30 m.

A human operator started the recording whenever a
traffic sign was visible and stopped the recording when
no more signs were visible. In total, in over 20 000
frames have been recorded of which every fifth frame has
been manually labeled. The label for each sign contains
sign type (pedestrian crossing, designated lane right, no
standing or parking, priority road, give way, 50 kph, or 30
kph), visibility status (occluded, blurred, or visible) and
road status (whether the signs is on the road being traveled
or on a side road). The entire database including ground
truth is available on https://www.cvl.isy.liu.se/research/
traffic-signs-dataset.

III. EXPERIMENTS

Synthetic images of Swedish road signs, see bottom
row of Fig. 4, were used for creating models according
to the methodology described in Sec. II-C. The sign
models were then matched against real images from two
datasets. The first dataset, denoted Manually ROIs dataset,
is the one used in [5] which is using patches from
bounding boxes of 200x200 pixels, see Fig. 4. The second
evaluation was done on the the newly collected dataset,
denoted Summer dataset, see Sec. II-E. All processing is
done frame wise not using temporal clues.

Note that the evaluation was done using grey scale
images and do not use the distinct colors of the signs as a
descriptor. The images used correspond to the red channel
of a normal color camera. This is easily achieved by
placing a red-pass filter in front of an ordinary monochro-
matic camera. Using normal grey-scale conversion would
be problematic since some of the signs are isoluminant,
e.g. sign (c) in Fig. 4. The reason for not using colors is
that color cameras have lower frame rates given a fixed
bandwidth and resolution. High frame rates are crucial
for cameras to be used within the automotive industry.
Higher frame rates mean for example higher accuracy
when estimating the velocity of approaching cars.

A. Results Manually ROIs dataset
The first dataset is used in order to compare to

the reported results in [5] and contains 316 regions-of-
interests (ROIs) of 200x200 pixels, see Fig. 4. The ROIs
were manually extracted around 216 signs and 100 non-
signs. The result is summarized in table I. This dataset

It is also shown in [10] that considering the maximum of the real part instead
of the absolute value in (7), corresponds to not compensating for the rotation,
i.e. rotation variant matching is given according to

min
�l

⌅c�1 � c�2(�l)⌅2 = 2� 2max
l

Re{r12(l)} . (10)

2.3 Sign Prototypes

A tra⇤c sign prototype is created from a synthetic image of the tra⇤c sign,
see first row in Fig. 5. The synthetic image is low-pass filtered before local
contours are extracted using Maximally Stable Extremal Regions (MSER)[13].
Each extracted contour ck is described by its Fourier descriptor Ck.

In order to describe the spatial relationships between the local features an
extra component vk is added, creating a pair (Ck,vk) where the first component
captures the local geometry (contour) and the second component the global
geometry of the sign. This second component vk is simply the vector from the
center of the local feature to the center of the object, see Fig. 2. This can be
seen as a simple implicit star-shaped object model [11] where each local feature is
connected to the center of the object. The combination of FDs and corresponding
spatial vectors gives the final tra⇤c sign prototype as

P = {(Ck,vk)} k = 1..K (11)

where K is the total number of contours for the sign prototype.
These spatial components e�ectively removes the need for a region-of-interests

detector as a first step. Even though each Ck might give matches not corre-
sponding to the actual sign, it is seldom that multiple matches vote for the same
position if they not belong to the actual tra⇤c sign.

Fig. 2. Extracted local features (green contours) and corresponding vectors (red ar-
rows) pointing towards the center of the tra�c sign
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Query Image
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